
Running GADGET2 on GPU's:

Optimizing Tree-Search Algorithms

by

Detailed Pro�ling of GPU Co de

Carsten Eie Frigaard

carsten.frigaard@gmail.com

Jena, 15 July 2014

lab 4241



GADGET2: Intro duction

GADGET2 � self-gravitating, collisionless, N-b o dy/SPH solver with

p erio dic/non-p erio dic b oundary conditions

Volker Springel, Max-Planck-Institut für Astrophysik, 2005.
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GADGET2/G2X: Intro duction

N-b o dy solver employing hierarchical tree algorithm, O(N logN )

Designed as a massive parallel system, runs on many HPC's

Software stack: MPI, FFTW, GSL, HDF5

G2X: GADGET2-eXtreme , GPU accelerated p ort

Op en-source package, GPL3

Forcetree/SPH, multi-no de/multi-GPU

GPU cache (texture), GPU memory hierarchy

Warp- and coalescing-'awareness'

High register-�le pressure

Very low GPU memory fo otprint

GPUPROF: company lab4241

sp ecializing in GPU optimization



GADGET2/G2X: System Architecture



Performance: Lo cal Sp eedup
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Performance: Global Sp eedup
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Performance: Sp eedup and Amdahl's law
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Performance: Scaling
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GADGET2 Analysis

Lo calize b ottlenecks / Analyze / Re-implement.

Reverse-engineering of tree algorithm

traverses tree for each particle, calculates F i = F
short

+ F
far

force_treeevaluate_shortrange() , 346 lines.

Matrix-matrix multiplication, � 5 lines.

highly optimized co de, heavy use of prepro cessor,

�un-rolled� functions.

Highly irregular algorithm,

complicated memory-access pattern,

data-dep endent execution path!



Tree-traversal in G2X:

From Micro-b enchmarking to an

Guided Optimization Pro cess

Trial-and-error pro cess of optimizing

Large set of hardware constraints to optimize for

Mutually opp osing optimization constraints

Tedious, time consuming manual pro cess

Diminishing marginal return of development time

Need for a GPU-pro�ler to ol

! Automated, non-intrusive p erformance pro�ling of GPU-co de



DEMO...

GPUPROF pro�ling of:

Matrix-matrix Multiplication

Gadget2/G2X
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Low-level Optimizations: Divergent Branching in Tree

Perio dic b ox distance calc optimization:

OLD: x>boxhalf ? x-boxsize : (x<-boxhalf ? x+boxsize : x);

NEW: return x - boxsize * (int(x>boxhalf) - int(x<-boxhalf));

Distance comparison optimization:

OLD: if (dist < -eff_dist || dist > eff_dist)

NEW: if (fabs(dist)>eff_dist)

If and or'ing , what is b est:

__global__ void test_or()
{

const int i=threadIdx.x;
volatile int v=1;
if (i==42 || i==1) // 1: logical-or
//if (i==42 | i==1) // 2: bitwise-or
//if (i==42 || i==v) // 3: using non-const sub-expr.
// if (int(i==42)+int(i==1)) // 4: arithmetic eval
{

g_dbg=3;
}

}



Low-level Optimizations: If and Or'ing

1: logical-or

4: arithmetic eval



Low-level Optimizations: If and Or'ing

4: arithmetic eval in NVVP



Medium-level Optimizations:

Tree-traversal and Partitioning of Particles
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Tree-traversal and Partitioning of Particles



Medium-level Optimizations:

Tree-traversal and Partitioning of Particles

Force propagation of two particles, p1; p2 using one thread:

Bad partition, large distance b etween p1 and p2

Go o d partition, small distance b etween p1 and p2



Medium-level Optimizations:

Tree-traversal and Partitioning of Particles
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High-level Optimizations: Tree-traversal in General

Irregular algorithms do generally not �t GPU's

Development cost p er source-line very high

Use GPUPROF to guide optimizations

Two general techniques for mapping tree-traversals to GPU's

1

Autorop es: eliminates recursion overhead

Lo ckstepping: promotes memory coalescing

TODO: use these new metho ds in GADGET2/G2X

1) General Transformations for GPU Execution of Tree Traversals, Michael Goldfarb, Young jo on Jo, Milind Kulkarni,

ECE Technical Rep orts, 2011.



GPUPROF: Performance Pro�ling

Need for to ol to drive down optimization cost

Help during search of non-continuous optimization-parameter space

Instrumentation, simulation or hardware pro�ling registers

GPUPROF, based on simulation



GPUPROF: Performance statistics

'Unlimited' p erformance statistics collection

Memory-pro�ling and tracing (debugging)

Hard-to-get/automate p erformance data:

MIPS, FLOPS

GPU memory sp eed/usage

FLOPS to memory intensity

coalescing rules

branch divergence

estimate b oundness (ALU, SFU, global memory, PCI bus)

NOTE: kernel white-b ox, p er-C-source-line pro�ling!

Possibility: auto-tuning of kernel parameters



GPUPROF: Software Mo del

BARRA: functional simulation of a GPU

UNISIM: transaction level simulation

Full GPU SM pip eline mo del

Software mo del exp ensive in development hours

Still in � -mo de

Only supp ort limited SM's (1.x)

and CUDA versions (4.2)

Seeking co op eration on GPUPROF

Free download at www.lab4241.com



Resources

GPUPROF site:

http://www.lab4241.com

G2X site:

http://www.lab4241.com/cef/g2x

GADGET2 site:

http://www.mpa-garching.mpg.de/gadget


